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# config.yaml
model:
name: distilbert
framework: pytorch fx
tuning:
accuracy criterion:
relative: 0.01

# main.py

import torch

import numpy as np

from transformers import (
AutoModelForSequenceClassification,
AutoTokenizer

)

model name = "distilbert-base-uncased-finetuned-sst-2-english"
model = AutoModelForSequenceClassification.from pretrained(
model name,
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# FyUTJL—r3av-r—y0-—-5—
class CalibDatalLoader (object) :
def init (self):
self.tokenizer = AutoTokenizer.from pretrained(model name)
self.sequence = "Shanghai is a beautiful city!"
self.encoded input = self.tokenizer(
self.sequence,
return tensors='pt'
)
self.label = 1 # negative sentence: 0; positive sentence: 1
self.batch size =1

def iter (self):
yield self.encoded input, self.label
# FHERAH
def eval func(model) :
output = model (**calib dataloader.encoded input)

print ("Output: ", output.logits.detach () .numpy/())

emotion type = np.argmax (output.logits.detach () .numpy())

return 1 if emotion type == calib dataloader.label else 0
+ BFL

from neural compressor.experimental import Quantization
quantizer = Quantization('./config.yaml"')
quantizer.model = model

quantizer.calib dataloader = CalibDataLoader ()
quantizer.eval func = eval func

g model = quantizer.fit()
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albert_base_mrpc 88.06% | 88.50% -0.50% 34.28 | 29.54 1.16x
barthez_mrpc 82.99% | 83.81% -0.97% 166.84 | 89.56 1.86x
bert_base_cola 58.80% | 58.84% -0.07% 260 |126.47 2.06x
bert_base_mrpc 90.28% | 90.69% -0.45% 251.79126.46 1.99x
bert_base_mrpc_gat 89.60% | 89.50% 0.11% 258.89125.79 2.06x
bert_base_rte 69.31% | 69.68% -0.52% 252.14126.45 1.99x
bert_hase_sst-2 91.97% | 91.86% 0.12% 258.98126.42 2.05x
bert_base_sts-b 89.13% | 89.75% -0.68% 249.57 |126.39 1.97x
bert_large_cola 62.88% | 62.57% 0.49% 88.75 | 36.7 2.42x
bert_large_mrpc 89.93% | 90.38% -0.49% 89.43 | 36.62 2.44x
bert_large_gnli 90.96% | 91.82% -0.94% 91.27 37 2.47x
bert_large_rte 71.84% | 72.56% -1.00% 77.62 | 36.01 2.16x
camembert_base_mrpc | 86.56% | 86.82% -0.30% 241.39|124.77 1.93x
deberta_mrpc 91.17% | 90.91% 0.28% 152.09| 85.13 1.79x
distilbert_base_mrpc 88.66% | 89.16% -0.56% 415.09| 246.9 1.68x
distilbert_base_mrpc_fx | 88.74% | 89.16% -0.47% 459.93 (245.33 1.87x
flaubert_mrpc 81.01% | 80.19% 1.01% 644.05 |457.32 1.41x
PyTorch* inception_v3 69.43% | 69.52% -0.13% 454.3 | 213.7 2.13x
11.0+CPU longformer_mrpc 90.59% | 91.46% -0.95% 2151 | 17.45 1.23x
maskrcnn_fx 37.70% | 37.80% -0.26% 17.61 | 5.76 3.06x
mbart_wnli 56.34% | 56.34% 0.00% 65.05 | 31.26 2.08x
peleenet 71.64% | 72.10% -0.64% 502.01|391.31 1.28x
resnetl8 69.57% | 69.76% -0.27% 800.43 |381.27 2.10x
resnetl8_fx 69.57% | 69.76% -0.28% 811.09 |389.36 2.08x
resnetl8_gat 69.74% | 69.76% -0.03% 804.76 |388.67 2.07x
resnetl8_qgat_fx 69.73% | 69.76% -0.04% 806.44 |386.59 2.09x
resnet50 75.98% | 76.15% -0.21% 507.55|200.52 2.53x
resnet50_gat 76.04% | 76.15% -0.14% 490.64 |203.49 2.41x
resnext101_32x8d 79.08% | 79.31% -0.29% 203.54| 73.85 2.76x
rnnt 92.45 92.55 -0.10% 79.21 | 20.47 3.87x
roberta_base_mrpc 87.88% | 88.18% -0.34% 250.21|124.92 2.00x
se_resnext50_32x4d 78.98% | 79.08% -0.13% 358.63 |173.03 2.07x
squeezebert_mrpc 87.77% | 87.65% 0.14% 249.89|207.43 1.20x
transfo_xI_mrpc 81.97% | 81.20% 0.94% 11.25 | 8.34 1.35x
yolo_v3 24.60% | 24.54% 0.21% 108.09| 40.02 2.70x
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